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ABSTRACT

#21.0. Introduction

Lesson planning requires factual correctness, alignment with a learning objective, feasible timing, usable materials,
and accessible activities. An LLM can produce a coherent plan quickly, but coherent prose does not establish that
the plan can be taught. A multi agent system can split drafting and review into roles with visible outputs. The
research question is whether a teacher can inspect and revise such a plan more effectively when checks are explicit

and source linked [1 - 5].

This paper specifies a read-only planning pipeline. The agents do not contact students or publish to a learning
platform. The teacher provides a brief, reviews flagged issues and approves a versioned lesson packet. The design
treats teacher time as a measurable resource: a fast first draft has little value if verification and correction take
longer than ordinary planning. The contribution is a role and permission model, a structured release packet, a
deterministic timing check, a worked case, and an evaluation protocol [6-12]. The paper is a technical design study.
It does not present measured lesson quality, workload savings, or student achievement.

1.1. Study Objectives

* Define role-specific inputs, outputs, and tool permissions.

 Construct a versioned lesson packet with a teacher release gate.

» Check source support, activity timing, access, and objective alignment.
* Validate deterministic checks on constructed lesson packets.

* Trace corrections across successive packet versions.

* Specify a comparative study of plan quality and teacher workload.
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#72.0. Literature Review

Recent work since 2020 has applied large language models to curriculum design, feedback, and educational agents.
Separating agents by task can improve the visibility of intermediate decisions, but multiple roles do not guarantee
independent reasoning when they share a model or source collection. A verifier can agree with a planner for the
same mistaken reason. Source citation, deterministic checks, and teacher review therefore remain necessary
[13-17]. Education guidance emphasizes teacher judgment, professional capability, privacy, and equitable access.
A lesson that is scientifically accurate may still be inaccessible, unrealistic for the period, or misaligned with the
intended assessment. This design treats those as separate review dimensions. The article proposes a testable
workflow rather than claiming that agent teams outperform an individual teacher. Each agent receives only the
fields needed for its role [18-22]. The planner and reviewers may read approved course sources and write into a
staging packet. They cannot edit the live course, access identifiable student records, or send messages. A
deterministic validator sums activity and transition times and flags any schedule exceeding T value [23-24]. A

resource checker must mark unsupported claims explicitly rather than replacing them with fluent guesses.

The pipeline is a directed sequence with a limited revision loop: brief validation; plan generation; parallel source,
inclusion, assessment, and timing checks; a consolidated issue report; one revision; teacher inspection; release or
rejection [25-28]. A disagreement is preserved as an issue for the teacher. For example, an inclusion reviewer may
propose simpler wording while a subject checker warns that the replacement loses a technical distinction. The last
agent cannot silently overwrite the first. Figure 1 summarizes the sequence and the authority boundary described

above.

Teacher lesson | —p
brief

-

Planner draft Teacher release

Specialist ’ —P
checks ‘

Figure 1. Teacher supervised planning pipelines.

A structured lesson brief enters a planner; specialist checks inspect sources, timing, access, and assessment; only a
teacher may approve the versioned packet. Source: Original schematic prepared for this manuscript. [11]
documented a teacher-centered workflow for differentiated planning, emphasizing iterative human decisions. [13]
presented Lesson Agent, which generates lesson plans and related materials with teacher interaction and
retrieval-based correction. Those studies inform the role split, while the present design makes schedule arithmetic,
source support, access checks, and teacher release explicit packet-level conditions rather than inferring readiness

from fluent output.
#%3.0. Methodology

The input brief B contains subject, learner level, duration T, prerequisite concepts, one observable learning
objective, approved source identifiers, materials, and constraints. The planner produces a sequence of activities A
with estimated minutes, student actions, and an exit task. The source checker returns a claim ledger C with passage
identifiers and support status. The inclusion reviewer returns accessibility flags | and alternatives. The assessment

checker returns an alignment judgment E. A teacher produces the approved lesson version V.
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The release packet records the objective, timed activities, materials, exit task, source ledger, open issues, changes
since the prior draft, model configuration, and teacher decision. The teacher checks each high-severity item before
approving. A version identifier prevents a later model run from replacing the approved plan. A plan with an
unresolved factual or safety issue cannot be released. These are operational gates, not a statement that all possible

errors will be detected.

Equation (1) states the acceptance or scoring rule used by the proposed method; its variables are defined in the

surrounding text and Table 1.
T plan=2X i minutes(A i)+ transition_minutes;
Flag = [T_plan > T] v Unsupported vV NoAlt v [Verb(exit) # Verb(objective)]. 1)

In Equation (1), A_i is activity i, minutes(A_i) is its planned duration, transition_minutes is the sum of planned
transitions, T_plan is total planned time, and T is the lesson period. Flag is true if time exceeds T, any factual claim
is Unsupported, an accessibility alternative is absent (NoAlt), or the action verb in the exit task differs from that in

the objective. The bracketed comparisons evaluate to true or false.
Algorithm 1. Offline decision procedure

INPUT brief B and planner packet VO

Validate objective, duration, source 1Ds, and permissions

Run time, source-1D, access, and objective-verb checks

Create issue ledger with evidence and severity

Revise VO to V1, rerun every affected check

Teacher approves, overrides with reason, or rejects V1

The claim ledger uses one record per checkable statement: claim text, source passage, support decision, severity,
and proposed edit. Unsupported decorative examples can be removed; an unsupported central concept blocks
release. Severity is assigned before the planner sees the final review so that the agent cannot reduce a flag merely by
rephrasing. The teacher can override a flag with a reason and approved source [29]. This produces an audit trail

without making the automated reviewer the final authority.

Timing validation is deterministic. For activities Al to An, total planned time equals the sum of activity minutes
plus transitions and setup. The validator compares that total with T and flags the difference. It should also check
that the exit task has a nonzero allocation and that group work has time for instructions and reporting. A schedule
can meet the arithmetic total yet remain implausible if every learner must finish simultaneously; the teacher
reviews that qualitative aspect [30-33]. The system records both the arithmetic result and the teacher’s feasibility

judgment.

Assessment alignment is evaluated with a mapping from objective verb to observable learner action. If the
objective asks learners to compare evidence, an exit item requiring only a definition is flagged. The reviewer

proposes a question that demands the comparison and states what a satisfactory answer would contain. The teacher
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checks whether students practiced that action during the lesson. A mismatch can be repaired by changing the

activity, the exit task, or the objective, but the agent should not silently change the teacher’s original goal.

The inclusion check uses a concrete rubric: readability of directions, text alternatives for visuals, availability of
materials, options for participation, and the preservation of the same learning goal. A suggested simplification is
flagged if it changes technical meaning [34-35]. A video link is tested in the learner environment and checked for
captions. The review is not a diagnosis of individual students. It operates on the class-level brief and on the
designed activity, leaving individualized support decisions to authorized staff.

Table 1 defines the main variables and control checks used in this method.

Table 1. Agent contracts and authority limits for lesson drafting, source checking, accessibility

review, and final teacher release.

Role Required output Release authority
Planner Timed activities and exit task ~ None
Source checker Claim ledger with passage IDs None

Inclusion reviewer Access flags and alternatives ~ None
Teacher Approved version and edits Final release

Ablation testing can determine whether each agent role adds value. Run the same development briefs with planner
only, planner plus source checker, and the full pipeline; hold model, sources, and teacher reviewers constant.
Compare severe errors, teacher correction time, and useful flags. The purpose is to identify a role that reduces
errors at an acceptable cost, not to assume that more agents are always better. A held-out set is needed before any
comparative claim. The design also allows a simple checklist baseline, which may outperform a costly agent on

routine omissions.

The brief schema should reject an empty objective, a nonpositive duration, or a source that the teacher cannot
access. Optional fields can include group size, language of instruction, equipment, and homework constraints
[36-40]. The system returns missing fields as questions instead of filling them with defaults. This input validation is
important because an agent can otherwise create a credible plan around invented equipment or a guessed age range.

A brief identifier and version allow the approved lesson to be traced to the teacher’s actual request.

The source checker should inspect the granularity of claims. “Plants need light for photosynthesis” and “all plant
mass comes from soil” are separate statements even if they occur in one generated sentence. It records the source
span and whether the claim is directly supported, contradicted, or outside the supplied material. A claim outside the
material may be correct in the wider world but is still flagged for teacher verification. This avoids turning the source

checker into an unrestricted web search whose output changes without course approval.

Issue consolidation should preserve provenance. Every finding has an issue 1D, generating role, severity, evidence,
proposed change, and status. A planner revision must link to the issue it addresses. An unresolved issue remains in
the packet even if the revised prose no longer uses the original wording, until the relevant checker confirms
resolution or the teacher records an override. This prevents a model from clearing a warning by rewriting it

superficially. A released packet contains the final state of every severe issue.
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A quality rubric can assign anchored ratings from 0 to 4 for each dimension. Source accuracy at level 4 requires all
central claims to match approved material; level 0 contains a consequential error. Timing at level 4 includes
activity, transition, and exit-task minutes within T; level 0 cannot be taught in the period. Accessibility at level 4
includes usable alternatives for required media and participation. The anchor descriptions should be agreed before

reviewers see agent outputs. Severe errors are reported separately from mean ratings.

The offline validator test contains 12 constructed lesson packets. Each packet specifies an allowed duration,
activity minutes, transition time, a source-support flag, an alternative-format flag, and objective and exit verbs.
Eighteen defects are seeded across four categories. The validator sums minutes and compares the explicitly
recorded flags and verbs; its expected outputs are known before execution. This test measures consistency of
deterministic packet checks. It does not evaluate the quality of LLM-generated activities, the truth of a scientific

claim, or whether a teacher would consider a lesson teachable.

The proposed evaluation uses a balanced sample of lessons across subjects, difficulty levels, and resource
constraints. One condition uses the agent pipeline; the comparison uses the institution’s ordinary planning process.
Teachers are trained on both and record brief preparation, drafting, source checking, revision, and release time
separately. The study design must account for repeated use and teacher experience. A pilot of several lessons is

needed before choosing a sample size for a formal comparison.

Two independent reviewers score each final plan on source accuracy, objective alignment, feasible timing,
accessibility, and assessment fit using anchored criteria. Count severe errors separately from average rubric scores.
Time cost is total minutes from brief to approved lesson, not generation time [41-45]. Also record the fraction of
flags accepted by teachers, the fraction of serious issues missed by agents, and teacher edits after release. Reviewer
disagreement should be resolved with written reasons, not hidden by a composite score. Privacy is managed by
excluding individual student profiles from B and limiting draft access to the course team. Class-level
accommodations can be stated without names. A school should check provider retention terms before sending
course materials. Re-run the evaluation set after changing the model, prompt, connected tools, or source corpus.

The protocol is a prospective method; it is not a report of a conducted trial.
74.0. Results and Discussion

Across the 12 constructed packets, the validator identified all 18 seeded defects: six timing excesses, four
unsupported-source flags, four missing access alternatives, and four objective-exit verb mismatches. There were no

false flags within this tightly specified input set [46-49].

Table 2. Constructed issue ledger for a science lesson, listing the timing, source, access, and assessment

defects that a teacher must resolve before release.

Check Flag in first draft Proposed resolution

Timing 55 minutes for a 45-minute period Remove or shorten activity
Source Unsupported plant-mass claim Delete or verify in approved text
Access Color-only diagram Add labels and text description
Assessment  Definition-only exit question Ask for evidence interpretation
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This 18/18 result is a unit-test outcome, not an estimate of sensitivity on authentic lessons. A semantic mismatch
can pass when the verbs match but the content differs; the teacher must review that case. Table 2 records the

constructed trace or issue case used to illustrate the decision path.

The worked photosynthesis packet illustrates how a detected issue changes another requirement. Its first version
totals 55 minutes in a 45-minute period and contains an unsupported claim, a color-only diagram, and a
definition-only exit task. A revised schedule of 5, 10, 15, 8, and 5 minutes plus 2 minutes of transitions totals 45
minutes. Removing an activity to fit the time could nevertheless remove the practice needed for the new exit task,
so objective alignment is rerun after revision. Table 3 reports on the offline component-test outputs and their

denominators.

Table 3. Deterministic validator outcomes on 12 constructed lesson packets containing 18 prespecified defects;

these values are unit-test results, not classroom performance.

Defect category Seeded Detected False flags
Time excess 6 6 0
Unsupported source flag 4 4 0
Missing access alternative 4 4 0
Obijective-exit verb mismatch 4 4 0

The result establishes that the packet schema and arithmetic checks behave as specified on constructed records. It
does not show that multiple LLM agents improve lesson quality or save teacher time. Those claims require paired

plans, independent subject review, and complete time accounting in a future classroom study [50-52].

Role separation improves inspect ability only when outputs have specific contracts. A generic instruction to
“review quality” can produce agreement without evidence. Source locations, deterministic arithmetic, and a
teacher-visible disagreement are stronger controls. Even with these controls, a model may miss a subtle
misconception, and an agent cannot know all classroom constraints. The teacher’s ability and time to review remain

central.

The method may be particularly useful for generating alternatives and checking routine omissions. It can also
introduce new work: cleaning sources, checking generated claims, and reviewing unnecessary flags. A future
evaluation must compare complete preparation time and the quality of approved plans, stratified by subject and
teacher experience [53]. Averages should not conceal a severe factual mistake or an activity that cannot be

performed safely.

Equity requires checking the actual learning environment. A draft may assume a paid device, a video without
captions, or a language background that not all learners share. Inclusion suggestions also require subject review so
that simpler wording does not erase the concept [54]. The system is a planning aid with a bounded release gate, not

an autonomous instructor.

The agent roles are correlated if they use the same model and prompt context. Agreement among them should not
be interpreted as independent evidence. A deterministic time sum and a human reading of the cited source provide

different kinds of checks [55]. The design should favor complementary methods rather than adding agents for the
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appearance of consensus. A future evaluation can report errors that every automated role missed and analyze
whether the source set or task contract caused the shared failure.

The comparison condition must be fair. Teachers using ordinary planning should have access to the same
curriculum and usual peer support. Training time for the agent pipeline and the burden of preparing a brief should
count toward its cost. If teachers reuse packets, the evaluation should distinguish initial creation from later
adaptation. The unit of analysis may be a lesson nested within a teacher; simple averages can overstate precision

when a few teachers create many lessons [56].

An agent pipeline can be simplified if a role fails to add value. If a deterministic timing check catches the same
errors as a timing agent at lower cost, retain the deterministic check. If the inclusion reviewer produces many
changes that a teacher rejects because they alter the objective, revise its contract and examples. The ablation study
can reveal these tradeoffs [57]. More roles increase latency, token use, and the number of disagreements a teacher

must resolve; the goal is the smallest workflow that catches material issues.

Teacher autonomy is a design constraint, not merely a preference. The system should offer editable source-linked
suggestions, not lock a teacher into a generated sequence. A teacher override should be possible with a documented
reason, except where a school has a separate safety rule. The evaluated artifact is the final approved packet and its
preparation process. Student learning outcomes would require a further study of actual teaching, not an inference

from document quality alone.

A lesson-packet evaluation should examine error severity as well as frequency. A missing material item may be
inconvenient, while a false central explanation can undermine the lesson [58-60]. Reviewers can assign a
prespecified severity label and report how many errors remain in the final approved version. The teacher is part of
the intervention, so the evaluation should also examine whether flags are presented in a form that helps teachers
notice and correct them. Counting automated flags without examining the final plan would miss the actual purpose

of the workflow.

Latency may affect use even if total preparation time is favorable. A teacher revising a lesson the evening before
class needs a response within a practical window. Measure the time to first draft, time to completed checks, and
time waiting for a teacher decision separately. The architecture may run independent specialist checks in parallel,
but that changes neither their authority nor the need to reconcile conflicts. If a checker times out, the packet must

show that its review is incomplete rather than displaying a false approval.

Source governance is another limitation. A school may have official curriculum files, teacher notes, and material
from external publishers with different permissions. A checker should cite only material that can be used in the
course and seen by the reviewer. If a new example requires an external source, the agent can mark it for approval
rather than silently importing it. The release packet should record which documents supported central claims so that

a later curriculum update can identify affected lessons.

The proposed design can fail through automation bias. A teacher may spend less time inspecting a polished packet
than a rough one. A release interface should foreground severe flags, unsupported claims, and assumptions, with

links to the original sources [61]. A future study can compare the rate at which teachers catch planted errors in a
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plain draft and in a packet with checks. Such a test would measure the human-automation interaction rather than

assuming that a visible checklist guarantees attentive review.

The illustrative issue ledger shows a dependency between corrections. Shortening a 55-minute sequence can
remove the very activity that practices interpretation, making the revised exit question unfair. The planner must
therefore rerun objective and assessment checks after the timing edit. Similarly, replacing a color-only diagram
with a text alternative may change the explanation of the phenomenon; the source checker should review the
revised description. The pipeline treats a correction as a new version, not a patch exempt from validation. A release
decision can be summarized as approved, approved with documented minor edits, or rejected. A severe factual or
safety issue precludes either approval state [62]. The packet records which flags the teacher accepted or overrode,
the final minutes, and the material actually available. These fields form proposed data for a later study of teacher

workload and issue detection. The worked example contains no measured teacher ratings.

The case can be represented as a version chain. Version 0 contains the 55-minute schedule, unsupported claim,
color-only diagram, and definition-only exit item. Version 1 shortens an activity, deletes the unsupported
statement, labels the diagram, and asks for evidence interpretation. The time check then passes arithmetically. A
teacher may still reject Version 1 if the shortened activity no longer gives students enough practice. The version
chain makes the distinction between automated resolution and pedagogical approval explicit. For the timing
correction, consider a 5-minute opener, 10-minute source reading, 15-minute paired interpretation, 8-minute
discussion, 5-minute exit response, and 2-minute transition allowance. These figures sum to 45 minutes. They are
an illustrative schedule, not a tested estimate of how long students will need. A future study should compare

planned and observed timings, recording whether the teacher changed the sequence during delivery.
#5.0. Conclusion

The proposed agent pipeline turns a lesson draft into a source-linked, timed, and teacher-approved packet. Its
technical value is traceable checks and explicit authority boundaries. A comparative pilot should establish whether

those features improve plan quality at an acceptable total workload before deployment expands.
77 6.0. Future Recommendations

1) Test the pipeline on authentic lessons across several subjects.

2) Compare role ablations against a simple checklist baseline.

3) Measure planned versus observed classroom activity durations.

4) Evaluate how teachers detect deliberately planted content errors.

5) Assess accessibility suggestions with learners using varied formats.

6) Quantify total preparation and review time over repeated use.
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